Domain Information Signing for DNS

The Domain Name System (DNS) is a distributed, hierarchical and redundant database of domain names and associated information. It is used primarily for name to internet address translation. Put simply, it is the Internet’s on-line phone book for internet addresses.  DNS resolvers are used by applications to find hosts on the internet so that they can send mail, browse web pages and use many other applications.  Thus, applications require an accurate and reliable name system to perform their functions.

Distributed and Hierarchical. The management of the DNS is broken up into many pieces, each representing some span of control. In DNS, these are referred to as “zones”. Each zone has an owner that is completely responsible for the information within the zone.

Each zone (except for the root zone) represents a hierarchical delegation of control of namespace from its parent for a particular named namespace. For example, “example.com.” is delegated from “com.” (which in turn is delegated from the root zone or “.”). Note that the right most (final) dot representing the root zone is generally omitted but implied when writing DNS names.

Redundant. At each point in the DNS tree where information is available, there are at least two servers that have copies of that information. In the event of the failure of one server, either due to server problems or some other problems, the other servers are available to answer queries for DNS information.

Accurate and Reliable.  The DNS was expected to be used in a non-hostile environment.  This expectation is no longer true. There are numerous attacks that can be made on the DNS. Several attacks give inaccurate information to resolvers which can redirect users’ web, email or other traffic to unintended, potentially hostile, recipients.  To thwart these attacks, a method is required to guarantee that the information DNS resolvers find is actually what the zone owners put into the system.  To meet this requirement, the DNS has been enhanced to include use of cryptographic public key signatures to give users the ability to validate the source and accuracy of DNS information.

As with other DNS information, each zone owner is the authority for the cryptographic public key data. The zone owner generates a set of cryptographic keys.  This set includes a private key, used when the zone data is signed, and a public key that can be used to validate that this data was signed by that zone’s private key. The private key is kept secure, typically on a computer that is not easily accessed through the network. The public key is published with the rest of the DNS records for each zone. To ensure that the proper public key is used, the parent domain (.com for example.com) provides the means to identify the child’s key in the DNS data that it serves for the child domain. Thus, when a resolver asks questions of the DNS for a signed domain, it will get the answers to the questions plus the data it needs to validate that the answer was, in fact, the information that the zone owner put into the DNS.

